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Abstract 
 
The initial results from a supervised learning approach for predicting a dimensional machining outcome using a feedforward neural 
network (NN) trained on a limited initial dataset comprised of acoustic and accelerometer-based vibration signals are presented. The 
data was collected during the computer numerical control (CNC) machining of workpieces at a local manufacturer’s site. To 
supplement real-world training data, a robust method for generating synthetic data was developed, and its effectiveness compared 
with more computationally intensive approaches – such as generative adversarial networks (GANs) – whose limitations in this context 
are also discussed. Further consideration is given to understanding the uncertainty associated with the data used as input for this 
technique, and the importance of confidence in data when using such tools to augment manufacturing and quality-related processes. 
 
The methodology used operates in the frequency domain, with spectrally-resolved vibration features used as NN inputs. Using only 
real data, the model achieved a mean absolute percentage deviation (MAPD) of 32.76 % in predicting hole diameter deviations; a 
feature with a nominal diameter of 16.500 mm, tolerance of ± 0.100 mm, and a mean absolute deviation of 0.085 mm ± 0.010 mm 
among measured parts. When augmented with synthetic data, MAPD was reduced by over 30 % to 20.22 %, highlighting the utility 
of synthetic augmentation in improving predictive performance. Notably, incorporating accelerometer-derived vibrational spectra—
either in place of or in addition to acoustic data—did not significantly impact model accuracy in this particular case. 
 
This work underscores the potential of lightweight synthetic data generation techniques for enhancing in-process classification in 
CNC machining and the criticality of confidence in data – from data collection to decisions informed by that data. Such methods can 
support waste minimisation and green manufacturing goals by enabling early identification of components likely to fall outside 
tolerance specifications – even in data-constrained environments. The proposed approach offers a practical path toward efficient 
quality assurance and prediction-based workflows. 
 
In-process monitoring, machine learning, integrated metrology, vibration measurement, manufacturing  

 

1. In-process data and part quality prediction   

The application of machine learning (ML) to manufacturing 
and engineering continues to develop and evolve. This 
development and evolution is facilitated by the Industrial 
Internet of Things (IIOT) as processes become more digitalised 
in the current era of Industry 4.0 [1, 2]. The broad fields of 
quality assurance and predictive maintenance have been 
impacted by its application, as evidenced by work described in 
the comprehensive reviews of the former and latter, 
respectively, by Tercen and Meisen [3] and Surucu et al. [4]. 

The work described in this paper is a summary of work-to-date 
of an ongoing project to investigate the possibility of predicting 
manufactured part quality in real time - a capability with the 
potential to significantly reduce inspection process times and 
thus increase overall productivity in manufacturing. The method 
involves acquiring in-process sound and vibration data and the 
corresponding post-process dimensional inspection data of 
manufactured parts in order to train a neural network. 

Before this can be achieved in real time, a system for data 
collection must be developed and training datasets must be 
acquired to train the NN. 

In the case of sparse, or low volumes of data (as in this case, 
explained in Section 2), the use of synthetic data can be used to 
supplement training data when training a neural network. On 
account of this low volume of data, these findings are presented 
as an ‘initial look’, or foray into the investigation. 

Section 2 describes the data collection system used to acquire 
in-process sound and vibration data from the milling of a 
cylindrical part with various bored hole features, as well as the 
corresponding post-process dimensional inspection data. 
Section 3 presents the methodology used in the analysis of the 
acquired data, including the training and testing of a NN to 
predict the deviations from nominal of hole diameters. An 
approach used to seed synthetic data from collected data is also 
described. Section 4 presents results including the performance 
of the predictive model and the impact of supplementing 
collected data with synthetic data in the training of the model. 

2. Data collection - methodology 

The subject of data collection was the milling of a cylindrical 
component with a Colchester Machine Tool Solutions Storm VL-
1050 Vertical machining Centre, with the data from the milling 
of each individual part representing a single dataset (alongside 
corresponding post-process dimensional inspection data for 



  

that part). In total, data from the milling of circa sixty indidividual 
parts was collected, resulting in fifty two usable datasets after 
omitting datasets with faults in the data collection system. 
Measures to address the low number of acquired datasets by 
seeding synthetic data are described in Section 3. 

 
The implemented data collection system was comprised of 

two independent subsystems;  the collection of in-process 
sound and vibration data, and the collection of post-process 
dimensional inspection data. These are described separately. 
 
2.1. Sound and vibration data collection system    

The sound and vibration data collection system consisted of 
multiple hardware and software components. The hardware 
components are summarised in Table 1. 

 

3x PCB 356A15 Three triaxial accelerometers were 
affixed to the top of a cylindrical chuck 
(itself mounted on the worktable of 
the machining centre) at 120° intervals 
to each other. 

2x PCB 130A24 Two free-field array microphones were 
mounted inside the machining centre 
enclosure. One was mounted on the 
underside of the machine too column; 
the other was mounted in the rear 
right top corner of the enclosure. Both 
were enclosed in an acrylic case to 
prevent coolant ingress. 

HBK LAN-XI Type 
3053 12-Channel 
Input Module 

A 12-channel data acquisition module 
used to collect data and supply with 
current the three triaxial 
accelerometers and two microphones. 

Desktop 
Workstation 

A desktop workstation with 4 TB of 
storage was used to coordinate data 
collection, manage database ingestion 
and storage, collect metadata, and 
subsequently transport data to a 
remote storage solution. 

RUTX50 Industrial 
5G Router 

A 5G mobile communication router 
was used to connect the data 
collection system (via the desktop 
workstation) to the internet, allowing 
for remote management of the 
system. 

ESP32 DevKitC v4 
Microcontroller 

A microcontroller with several general-
purpose input/ output (GPIO) pins was 
connected to a 5 V DC terminal on the 
machining centre and to a serial port 
of the desktop workstation. 5 V pulses 
from the machine would trigger an 
interrupt on the microcontroller, 
sending a message to the desktop 
workstation to start or stop data 
collection. 

Table 1: A summary of hardware used in the sound and 
vibration data collection system. 

The equipment was modified where necessary to withstand 
the conditions inside the machining centre – notably to prevent 
damage arising from exposure and/ or ingress of coolant fluid 
and abrasion by metal swarf. 

The data collection system functioned according to the use of 
a variety of different software programs primarily run on the 
desktop workstation. The LAN-XI module was controlled via a 
webapp from the desktop workstation and through the 

module’s application programming interface (API). Custom 
Python programs were written to manage data collection, 
enabling such functions as the ability to automate the start/ stop 
of data collection following a 5 V pulse triggered by the 
machining centre and detected on a GPIO pin of the 
microcontroller. All data collected by the system was ingested 
by an InfluxDB database running on the desktop workstation, 
coordinated through the use of InfluxDB’s Python API. Metadata 
pertaining to individual milled parts was collected in a 
spreadsheet used by the machining centre operator to assist 
with subsequent data analysis. 

The manufacturer’s specification of the accelerometers states 
a sensitivity of (±10 %) 100 mV/g (10.2 mV/(m/s²)), and the 
manufacturer’s specification of the microphones states a 
sensitivity of 10 mV/Pa with a frequency range of 20 Hz to 16 kHz 
and inherent noise of < 30 dB(A). Sound and vibrations were 
sampled at a frequency of 65536 Hz. 

Figure 1 features the positioning of accelerometers and 
microphones within the machining centre. Positioning of the 
accelerometers was intended to capture vibrations transferred 
through the work piece as closely as possible, based on the 
assumption that these vibrations would be most likely 
(compared to alternative sources) to yield information 
pertaining to the character of interactions between the machine 
tool and the work piece. Similarly, based on the assumption that 
the most useful acoustic signals would be emitted from the 
interaction of the machine tool and the work piece, one 
microphone was placed close to the machine tool itself, and the 
second was placed in a corner of the enclosure to facilitate 
comparisons with “background noise” present during the 
process. 

 

 

 
Figure 1: Photographs of sensors from the sound and 
vibration data collection system featuring (a) three triaxial 
accelerometers nominally placed before securing with 
adhesive, and (b) two microphones which have been circled 
in red. 

b) 

a) 



  

The impact of sensor position (and associated assumptions 
used to justify placement), in terms of both accuracy and 
contribution to measurement uncertainty, is a subject for 
investigation in further work for this project. 
 
2.2. Post-process dimensional inspection system    

Each milled part was inspected by a Ferranti International 
Merlin 750 coordinate measurement machine (CMM), equipped 
with a Renishaw PH10T probe head. The inspection routine 
included measurements of fifty features (distances, angles, 
circularity, etc.) in order to provide a variety of results for 
inclusion in part quality prediction analyses. Each part featured 
a unique part number milled into its top surface which facilitated 
the matching of dimensional results with in-process sound and 
vibration data in the analysis. The feature selected as the subject 
for prediction was a hole with a nominal diameter of 16.500 mm 
and a tolerance of ± 0.100 mm. The hole diameters of parts 
used in the training and testing of the neural network had a 
mean absolute deviation and expanded measurement 
uncertainty of 0.085 mm ± 0.010 mm from nominal.  

3. Algorithmic and analytical approach 

This section describes a procedure using a feedforward neural 
network (NN) to predict the deviation from nominal of a 
dimensional characteristic, the diameter of a hole, of a 
workpiece using sound and vibration data generated as it 
undergoes milling in a machining centre.  

Specifically, a multilayer perceptron (MLP), which is a 
particular type of feedforward NN in which all layers are fully 
connected, is used. It is noted that the above-mentioned reviews 
[3, 4] found that “many publications show that MLPs are 
superior to other machine learning models such as support 
vector machines (SVMs) or random forests (RFs) in terms of their 
prediction performance”, and that - in particular - the use of a 
NN was found to significantly outperform multiple linear 
regression in the particular application described in [5]. 

 
3.1. Treatment of sound and vibration data 

For the purposes of this analysis, a ‘complete dataset’ refers 
to the complete set of sound and vibration data collected during 
the milling of an individual workpiece, as well as the 
corresponding dimensional inspection data pertaining to the 
milled workpiece. As the subject of prediction is a single 
dimensional characteristic, complete datasets are ‘sliced’ such 
that only sound and vibration data recorded during the 
formation of the selected dimensional characteristic are 
included. Correspondingly, only the dimensional inspection data 
for that dimensional characteristic is included. Henceforth, each 
slice from a complete dataset is referred to as a dataset.  

 
Each sound and vibration dataset is subdivided into a number 

of sections from which ‘child’ datasets to train or test the 
algorithm are obtained. Analysis is performed in the frequency 
domain following a simple Fourier transform [6] of the sound/ 
vibration from each section, with the resulting spectrally-
resolved magnitudes fed as variables (or features) to the NN 
which was written in TensorFlow [7]. A routine was written to 
output spectral components at 1 Hz intervals from a given lower 
frequency limit to a given upper frequency limit. In the ideal 
case, the number of subdivisions are maximised to have the 
greatest number from a given sound/ vibration sample and thus 
more datasets to train and test the NN, but there is a trade-off 
between this and the reduced frequency resolution of spectral 
components as the sampling window decreases (so as the 
number of subdivisions increases). It is also because of the need 
to ensure that individual samples have a duration at least as long 

as the reciprocal of the frequency of the lowest-frequency 
component of significance. The highest resolvable frequency is 
given by the well-known Nyquist limit [8]. Mindful of the 
aforementioned trade-off, each dataset is subdivided into 100 
sections and frequencies of 55 Hz and higher (to be above that 
of the UK mains supply) are considered. 

 
The unaveraged real spectra are noisy and so signal averaging 

is used. The signal-to-noise ratio decreases as 𝑛0.5 following this 
if it is Gaussian [9], where 𝑛 is the number of samples averaged 
over.  

Each set of spectra over 10 Hz intervals was averaged, mindful 
that this also reduces the number of variables accordingly by an 
order of magnitude. Larger intervals are not averaged over due 
to the consequent reduced resolvability of any potential spectral 
features of significance. Non-rolling averages over 5 consecutive 
spectra are also considered to reduce the significance of noise, 
refraining from averaging over more due to the competing 
desire to retain datasets for training the algorithm. Non-rolling 
rather than rolling averages were used as the latter would cause 
at least some training data to ‘seep’ into what will become the 
validation/test data. 
 

 

 
Figure 2: 100 superimposed spectra obtained as described in 
Section 2 from microphone 1 with (a) workpiece 1 and (b) 
workpiece 2. 

Figure 2 shows the superimposed spectra averaged as 
described from 100 Hz to 5000 Hz obtained from a hundred 
subdivisions of sound from microphone 1 corresponding to 
workpiece 1 (a) and workpiece 2 (b). It is evident from them that 
no clear features exist that vary predictably and consistently 
with a given dimensional measurement, or—for that matter—
any other physical aspect of them, because amplitude variations 
in magnitude of spectra features obtained with one exceed the 
magnitude of many from the other. This can be seen in the peak 
just above 3 kHz. It would therefore be flawed to proceed 
assuming an individual feature (or at least the amplitudes of a 
small number of them), whether averaged or not, could serve as 
a reliable discriminator. Finally, all frequency-resolved data are 
standardised by subtracting their mean and dividing by their 
standard deviation before being fed to the NN. 

 

a) 

b) 



  

3.2. Neural network hyperparameter tuning 
The effect of changing the number of NN hidden layers and 

neurons in each layer (examples of hyperparameters) was 
investigated through a grid search and cross-validation [10]. This 
began with a baseline fixed number of training epochs of 100 
and the complete frequency range considered, between 55 Hz 
and 20 kHz (significantly less than half the Nyquist limit for the 
sampling frequency). The number of hidden layers was 
increased by single units from one to ten, then incremented in 
units of five until thirty, before forty and then fifty layers were 
considered. For each number of them, 1, 5, 10, 50, 100, 500, 
1000 and 5000 neurons were used. After the datasets had been 
randomly shuffled, 80 % of them at a time were used for training 
with the remainder used for testing during cross-validation. 
Having determined the combination giving the best agreement 
with measured values (i.e. dimensional measurement results), 
different frequency ranges within these lower and upper bounds 
were investigated for this combination and the range yielding 
the best performance was also noted. The number of epochs 
was then changed: it was set to one, and then incremented in 
order of magnitude units as the resulting performance was 
logged. Due to the limited number of datasets, validation loss 
was not determined (the validation set playing no role in actually 
training the network). Rather, agreement between predictions 
and with measured values was determined directly. 

The NN uses mean absolute error to calculate the loss 
between measured values and predictions [11], the adaptive 
moment estimation or ‘Adam’ optimiser [12], and a dropout 
factor [13] of 0.1 applied just before the output layer during 
training. The learning rate for this optimiser was kept constant 
at 0.001. Batch normalisation of hidden layers made no overall 
noticeable difference to the performance of the algorithm, 
mindful that all features fed to it were of the same type, 
recorded in the same units, and that all datasets were 
standardised beforehand. Nor did L1 and/or L2 regularisation, 
which both attempt to discourage complex models through the 
application of penalty terms to the cost function [14]. The 
exponential linear unit (‘elu’) activation function [11] was used 
for all hidden layers. 
 
3.2. Generation of synthetic data    

A simple routine was developed to robustly generate synthetic 
datasets from those acquired with the data collection system. 
More sophisticated but computationally intensive techniques 
for generating synthetic data exist, e.g. normalising flows (NFs) 
[15] and generative adversarial networks (GANs) [16], but it is 
well-documented that GANs generally require substantial 
amounts of training data to perform satisfactorily (i.e. far more 
training data than was obtained in this case). This is especially 
true when making use of deep learning [17]. Whilst the 
computational intensiveness of the methodology did not factor 
into this decision, it remains a consideration particularly for 
future work, where this may affect the viability of performing 
the analysis in real-time. 

In light of a limited volume of data, an approach involving 
inverse transform sampling, a method which makes use of the 
cumulative distribution function, was used. 

4. Results and future work 

Following the described treatments in Section 3, the resulting 
datasets were used to train and test the NN with their 
frequency-resolved components passed to it as input variables 
or features. The algorithm was applied to the deviation from 
nominal value of the measured diameter of a specific hole bored 
into each workpiece. As all nominal values were equal 
(corresponding to the same feature) in this case, nothing was 

lost in communication by simply considering these absolute 
rather than relative values. 

From Figure 3 it can be seen that there is little correlation 
between actual measured diameter values and those predicted 
by the NN, with a mean absolute percentage deviation of 
32.76 %, given by 

 

MAPD =  
100

𝑁
∑ |

𝑀𝑖−𝑃𝑖

𝑀𝑖
|𝑁

𝑖=1 ,   (1) 

Where 𝑁 is the total number of measurements or predictions, 
𝑀𝑖 is the 𝑖th measured value and 𝑃𝑖  is the 𝑖th predicted value. 

With the inclusion of 2,000 synthetic datasets used in the 
training of the NN, the MAPD is improved to a value of 20 % - 
effectively, an improvement in prediction accuracy by 
approximately a third, as shown in Figure 4 (we use the MAPD 
because of its conceptual ease). 

As an ‘initial look’ into this investigation with access to limited 
data, the authors believe the results are indicatively promising, 
particularly with the performance improvements garnered 
through the use of synthetically generated datasets. As such, 
further work is ongoing to acquire an order of magnitude more 
real datasets as well as to further develop our approach to 
synthetic data generation. 

 
By proving the viability of this approach to part quality 

prediction in future work, it is the authors’ intention to 
demonstrate the prediction of part quality in real-time, or at 

Figure 3: Predicted and measured deviations from nominal using 
both 20 real sound and 20 real accelerometer datasets per 
workpiece/process run. 

Figure 4: Predicted and measured deviations from nominal using 
2000 synthetic datasets for each workpiece/process run, as described 
in Section 3. 



  

least to indicate whether a part will be in or out of tolerance, 
whilst the work-piece is still inside the machining centre. 
Effectively, to demonstrate the ability to infer a future 
dimensional measurement through the use of in-process 
measurements. 

It follows, however, that the potential for predictive 
techniques such as this to reduce time required in assurance 
tests (such as dimensional inspection) cannot be realised 
without the ability to quantify the confidence with which these 
predictions are made. As such, efforts are currently ongoing to 
assess the uncertainty associated with the system described in 
this paper – from the point of measurement, through to the 
results of predictive analysis. In doing so, the authors aim to 
make progress towards enabling the use of in-process 
monitoring-based solutions for inferred measurement 
purposes; to quantify confidence in results they produce, and 
ultimately the decisions that they inform. 
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